
SUPERCOMPUTING IN THE FIGHT AGAINST THE 
PANDEMIC
Interview with Carlo Cavazzoni, researcher at the 
CINECA inter-university consortium in Bologna and 
with Luca dell'Agnello, researcher at the INFN-CNAF 
computing centre in Bologna.
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The Marconi supercomputer of the Cineca consortium in Bologna, one of the most powerful in the world 
and which will be followed in 2021 by the pre-exascale supercomputer Leonardo, has made its exceptional 
performance available to the current epidemic emergency. Capable of performing tens of millions of 
billions of calculations per second, it has been working since February to study the behaviour of proteins 
that allow Covid-19 to replicate, in order to accelerate the production of drugs capable of neutralising the 
virus. Alongside Marconi in this enterprise is also CNAF, the INFN National Computer Centre, which, in 
addition to its computers, also provides its Big Data management capability.
The core of the collaboration is Exscalate, the supercomputing platform with the highest performance 
in the world, designed in collaboration between CINECA, Dompé and Politecnico di Milano to evaluate 
3 million molecules per second, starting from a "chemical library" of 500 billion molecules, and able to 
operate simultaneously on 30 different biological targets. 
In order to optimally integrate the skills needed to accelerate and optimise the process, early this year 
Exscalate4CoV* was established, a consortium led by Dompé, consisting of several universities, institutes 
and research centres, including INFN: at the beginning of March, the consortium was awarded funding 
of 3 million euros allocated by a special call of the European Commission (under Horizon 2020) for 
Coronavirus research projects. 
The primary objective of Exscalate4CoV (E4C) is to exploit the potential of supercomputing and Big Data 
platforms integrated with the best scientific expertise in the biomedical field, to address pandemic 
situations of supranational interest. In addition to selecting the most promising molecules to combat 
the current epidemic, the consortium has set itself the objective of developing an operational model of 
intervention at the European level, effective also in the future for similar events. The results produced by 
the consortium will be made available to the scientific community.
We asked Carlo Cavazzoni, CINECA manager of the Exscalate platform, and Luca dell'Agnello, contact 
person for INFN-CNAF of the Exscalate4CoV consortium, to tell us about the genesis and state of the art 
of the project.
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Dr. Cavazzoni, first of all I would like to ask you to introduce the protagonist, the Marconi supercomputer 
to us. What was it designed for? Are other European supercomputers participating in the consortium?
[Carlo Cavazzoni, Cineca] Marconi is currently the main Italian supercomputer in the European 
supercomputer network called PRACE (Partnership for Advanced Computing in Europe) and in terms of 
its size and power, Marconi is in the top 3 in Europe and the top 10 worldwide. Marconi was primarily 
designed to address the great scientific challenges of our time, including nuclear fusion, the design of new 
materials, the discovery of new particles, the study of the expansion of the universe, climate change, and, 
of particular relevance to the current project, as a computational support to life sciences. The Barcelona 
(BSC), Juelich (JSC) and Stockholm (KTH) centres are also participating in the consortium for the E4C 
project and, in any case, the entire network of European supercomputers is willing to make its machines 
available to speed up the simulations envisaged by the project. 

In dealing with a critical event such as the current pandemic, time plays a strategic role. What is 
meant by ‘urgent computing’?
[Carlo Cavazzoni, Cineca] We can say that, at least until now, the definition of urgent computing was 
not clear to most people, since it was linked to a completely abstract concept. From this point of view, 
the current COVID-19 crisis is the first real case of urgent computing that we have to face, that is the 
possibility of allocating all the available computing power to a single application in a very short period of 
time. In this case, the application consists of the development of models to identify suitable drugs to cope 
with the COVID-19 emergency. The objective, which justifies the total allocation of resources, is to help 
mitigate the effects of a disaster that puts the lives of millions of people at risk and requires an immediate 
and urgent response. 

How did Cineca's collaboration with the pharmaceutical company Dompé come about? How does the 
Exscalate platform work?
[Carlo Cavazzoni, Cineca] The collaboration between Cineca and Dompé began fifteen years ago, when it 
became clear that, thanks to the power of supercomputers, it was possible to build sufficiently accurate 
digital models of proteins and drug molecules. The power would come (as it did) with the evolution of 
microprocessors, while the software was still missing or, rather, the existing software was not accurate 
and fast enough. So we began to develop a software (LiGen) for computer-based drug design, which 
was implemented according to the principles of parallel computing, to exploit the power of modern 
supercomputers. Another feature of the software design that we developed with Dompé is that it is 
modular and extensible if integrated with other software products that can perform other workflow 
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functions necessary to complete the digital model of the protein and drug. Exscalate is in fact a set 
of coded workflows including LiGen, GEODOCK (a component developed by the Politecnico di Milano), 
Gromacs (a molecular dynamics code developed by the Stockholm KTH) and other components necessary 
for IT workflow management. Exscalate thus automates a whole series of steps, ensuring rapidity and 
reproducibility of results, which is what is necessary in cases like the one related to COVID-19. 

When are the first results expected? And when can they be actually applied in the pharmaceutical 
field?
[Carlo Cavazzoni, Cineca] From the point of view of numerical models of potential drugs that could 
slow down the action of the COVID-19 virus, we have already found a number of possible candidates 
among the drugs and molecules already used on humans. This does not mean that these molecules 
can already be used in a clinical setting, they must first be tested in the laboratory to confirm in-vitro 
what has been obtained "in-silico", with the computer, i.e. the action of the drug on the protein. In any 
case, we estimate that this urgent phase of verification of all possible known molecules already used on 
humans could last a couple of months. We expect, within this timescale, to be able to generate about a 
hundred good candidates to be tested in the laboratory and then on humans. If this is not enough, the 
platform is also ready for the design of new molecules and yet unknown drugs. In this case, however, 
the timescale for application on humans would be longer, because it would be necessary to verify that 
the new molecules are safe for man.

Dr. Dell’Agnello, the CNAF in Bologna is INFN's main computing centre: an infrastructure equipped 
with state-of-the-art computing resources needed to process the huge amounts of data produced 
by high-energy physics and astroparticle physics experiments. With what specific expertise is INFN 
participating in the consortium?
[Luca Dell’Agnello, INFN-CNAF] CNAF’s expertise is to a certain extent complementary to that of CINECA. 
In particular, in addition to providing our experiments with computing power in the order of hundreds of 
thousands of processes per day, we have a data storage capacity of tens of PetaBytes, both online (on 
disk) and on tape libraries for long-term storage. One of our strengths is precisely Data Management, the 
result of decades of experience acquired in developing and providing cutting-edge solutions to CERN's 
LHC accelerator experiments and over thirty other experiments in which INFN participates. Today, for the 
Exscalate collaboration, we are putting in place, in addition to the computing power, a storage system 
based on Object Storage technology able to receive the data of the simulations produced at CINECA and 
then make it available to the entire Consortium: this type of expertise is precisely the one developed over 
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the years in processing data from high energy physics and astroparticle physics experiments.
The amount of data produced by the experiments, which is written and read daily, can now reach as much 
as one hundred TeraBytes. In addition, CNAF is one of the best performing computer centres in terms of 
data access speed. In terms of the amount of data processed, we expect to exceed 100 PetaBytes in 2025. 
Again in the field of experimental data processing, the challenge that CNAF is currently facing is the 
preparation of computing resources for High-Luminosity LHC, the LHC implementation project (fourth Run): 
from 2027, a quantity of data will be produced that will be at least 10 times higher than the current one. 
This presents us with a major technological challenge, especially in terms of data access and processing. 

How did the current concentration of supercomputing activities, technologies and excellence come 
to be in Bologna?
[Luca Dell’Agnello, INFN-CNAF] Bologna has always been one of the centres of excellence of information 
technology in Italy: an example of this is the history of CINECA and CNAF. In particular, while CINECA 
specialised in parallel computing, in the 1990s CNAF acted as an incubator for the Italian research 
network (GARR) and, at the turn of the millennium, faced the challenge of computing for experiments at 
CERN's LHC accelerator. At the time, the challenge presented us with a tough problem, both in terms of the 
computing power required and of data management, and not only in terms of the sheer volume, but also in 
terms of transfer efficiency. For this reason, starting in 2000, CNAF participated in a number of European 
and national projects for the development of a computing infrastructure for physics experiments, based on 
distributed computing instead of parallel computing, thus contributing to the design and implementation 
of state-of-the-art services. Starting in 2003, the main INFN data centre, Tier-1, was implemented at 
CNAF, originally intended to support the four main experiments at LHC and currently servicing about 40 
experiments. Another important factor is integration of the CNAF data centre with the worldwide distributed 
computing infrastructure that meets the needs of high energy and astroparticle physics as well as those 
of other scientific communities.

A veritable citadel of supercomputing has come to life in Bologna.
[Luca Dell’Agnello, INFN-CNAF] Yes. In Bologna there are currently the two most important public data 
centres but with complementary characteristics: CINECA specialised in HPC (High Performance Computing) 
and CNAF in HTC (High Throughput Computing) and data management. An important step towards closer 
cooperation between the two centres was taken with the choice of Bologna as the location of the new 
ECMWF (European Center for Medium-Range Forecasts) data centre, which provides weather forecasts to 
EU Member States. It was the first step, under the patronage of the Emilia-Romagna Region, towards the 
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creation of the TechnoHub project that will see the new CNAF and CINECA data centre built at the former 
Manifattura Tabacchi in Bologna, in addition to the ECMWF data centre. In particular, Leonardo, one of the 
three new pre-Exascale machines funded by the European Commission, will be installed there and CNAF's 
computing and data storage resources, which are expected to grow substantially in the second half of 
the decade, will be transferred there. This will facilitate closer cooperation between CNAF and CINECA by 
setting up one of the largest computer centres in the world.

What are the expected benefits of integrating biomedical and supercomputing skills? Why was it 
necessary to set up a consortium of 18 institutions and research centres, from 7 European countries, 
in different research fields?
[Luca Dell’Agnello, INFN-CNAF] Given its twenty years of experience in the field of cutting-edge scientific 
computing, INFN is in a position to make its know-how available to other scientific disciplines, as 
demonstrated by the numerous collaborations already in place, through national and international projects, 
with bioinformatics, medical and pharmaceutical communities. Also for this project, the challenge that we 
are facing, and that we can define as vital, requires, on the one hand, European excellence in the biomedical 
sector and, on the other, bioinformatics specialists for simulation programs for the search of drugs capable 
of neutralizing Covid-19. Equally fundamental, however, is the contribution of large infrastructures that 
can provide the computing power needed for this type of research: only with the use of supercomputers it 
is possible to shorten the time needed for drug development. In short, interdisciplinarity, which is always 
useful, is one of the keys to success in such a cutting-edge field as this. As CNAF, our task will be to support 
researchers not only by providing them with all the IT tools they will need, but also by facilitating their use. 

* The Exscalate4CoV consortium, led by Dompé pharmaceuticals, consists of 18 institutions and research centres from 
7 European countries: Politecnico di Milano (Department of Electronics, Information and Bioengineering), CINECA Inter-
University Consortium (Supercomputing Innovation and Applications), University of Milan (Department of Pharmaceutical 
Sciences), Katholieke Universiteit Leuven, International Institute Of Molecular And Cell Biology In Warsaw (LIMCB), Electra 
Italian Crystallographic Association, Fraunhofer Institute for Molecular Biology and Applied Ecology, Bsc Supercomputing 
Centre, Forschungszentrum Jülich, Federico II University of Naples, University of Cagliari, SIB Swiss Institute of Bioinformatics, 
KTH Royal Institute of Technology (Department of Applied Physics), BigData Association, National Institute for Nuclear Physics 
(INFN), the Lazzaro Spallanzani National Institute for Infectious Diseases and Chelonia Applied Science. ▪


